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ABSTRACT

Networked vwtual realityenvironments including virtual worlds devoted to
entertainmentonline socializing andemotecollaboration have grown in popularity with
the rise of commercially available consumer graphics hardware and the growing ubiquity
of the InternetThese virtual worlds angpified bya persistent simulated three
dimensional space that communicatgsr a computer network, where users intenatt
the environment and each other throdggital avatars Development of these virtual
worlds challenges the limits of the networking infrastructBE streaming graphics
techniquesand the distributedomputingdesign of the virtual world systesthat
manages the simulation. In this dissertation, we explotgigons to different aspects of
the overall problem of developing a general purpose, networked \ertuetbnment
focusing on the networking and software system issues. Specificalshawehow to
improve the networking infrastructure to better supgoathigh packetate trafficthatis
typical of virtual worldsgefficiently stream terrain data foemote renderingand
construcia dynamically adaptivdistributed systesiframeworksuitable for virtual world

simulatiors.
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Chapter 1 Introduction

Theevolution and growingibiquity of the Internetllong withthewide distribution
of affordablecomputer graphickardware has spurredprofusionn the creation of
online 3D virtual reality environments. These virtual worltsve initially focusd on
gaming and entertainmebtit are evolving to support more complex virtual world
applicationgstrassburger]Thefirst widely successful virtualorldswere developed for
online gaming Technical development focused on creating an expansive virtual world
that allowed a large numbef users to simultaneously participate in a#teak gaming
experience Iin a genre of applicatg on ter me
( MM O duofjwow]. In these systems|gyers connect to remote servers that manage
the simulatiorand interact wth the world through virtual avatafBhese MMOGs were
narrow in focus, allowing only garvspecific interactiorusing predownloaded content.
This concept has beextendedo construct more general purpose virtual environments
we refer to agimetaversey where the interaction between users and their environment is
less constrained and more fieem [active][croque}] blud.

These metaverses are characterized by a dynamic, persistent simulation, where the
world and the content expressed withianéconsantly changingThis introduces a
number of problems in presenting a quality experience teetheteuser. First, the real
time interactive nature of virtual worlds requires support from the netwfydstructure
to provide high packetate lowlatencydata delivery to manage a constant stream of
world update informatiofclaypool. Second, because the world environment is

expansive, detaile@nd dynamic, it cannot be pd®ewnloaded. World information must



be interactively streamed to the remote Jisdlyzko]. Thirdly, because the world feee-
form, theworld simulationworkload isdynamic andinpredictabldkinicki] . The virtual
worl dés simulation system must be able to

adapt to the simulation workload.

1.1 Research Overview

As virtual worlds continue to evolve and gain in popularity,desirefor richer,
more expansive, and more detailed virtual worlds confiynpeessures the computer
systems that support them to imprgwaodcock] This thesis focusesiahree
components to support networked virtual environments:

1) Cache optimization strategies in routers and network appliances thraigh
use of approximate data structures to increase the packet processing
capabilities of networking devices

2) Terrain datastreaming techniques, focusing on the compressibility of
streaming terrain models and developing intelligent streaming and
prioritization algorithms for terrain data

3) Distributed system designs to suppartnersive virtual worldsimulations

through dynamidoad balancing busing spatial subdivision methods

1.1.1 Network Packet Processing Optimization

The Internet is designed as a befort, packetswitched networkCommunication
between different nodes connected tolttiernetis divided into data packetsn
delivered through a complex network of nodes and routers to reach their destination.

2



None of thentermediate nodes in the network provide any guaratdethe order,
timeliness or integrity of the packets they process. Etba act oforwardingdata
packetgowards their destinatios not guaranteed his allows the network to be
designed from simpler components, which has helped the&ttBotocol to gain world
wide adoption as the dacto standard for network data exchange. By exploiting this
understanding of the network, it is possible to construct more effiggaaiet processing
algorithms without changing the semantics of packet delivery.

The goal of reatime interactivity for networked virtual environments has changed
the type of traffichat the network must suppo@urrently, networlappliancesre
designed to support a smaller number of large data packetadkatupthe majority of
todayodos I nternet traffic, primarily being
streamingraffic [cisco]. Remote reatime interactive virtual environments require
continuous, lowlatency updates, which has a traffic composition that is unlike the
majority of Internet traffic. In a packswitched network such as the Internet, this means
that timesersitive updatesrom remote virtual worldbombard the network with a high
guantity of small data packetghich represent world updateghisincreaseshe packet
rate that the network must be able to supferteira][feng02]

At the network level, devas such as firewalls, network address transl§iAS),
and routers rely on fast packet classifion in order to process packets in a timely
manner These services require that packets be classified based on a setlndfarkes
deciding how to proceghe packetTheresult of this classification can be used for
something as simple as deciding to admit or reject a packet (in the case of a firewall) or

something more complex, such as rewriting the identification markerpafiet (in the
3



case of a NAT. These services require classification algorgiionnotonly analyzethe
destination address but also flow identifiers such as source addressgl, fagsocol type,
and port numbers. Packet classification is a very complexatattkere has been artge
amount of worldoneto try and develomore efficient classification algorithnjgupta].
Still, in the context of higiperformance networks, the hardware requirements of
performing full classification on each packetiagé rates can be overwhelming.

One method of accelerating packet identification is to employ a cache to store the
results of previous classification decisions. Since connections on the Internet are
discretized into data packets, each connection will generate many packets using identical
flow identifiers(unique markers that identify a paclketelonging to apecific
connection between two applications communicating over the netvBylemploying a
cacheit is possible to eliminatsignificant amourgof repeated computation by
bypassg the packet classification algorithm, enabling packets to be processed at line
rates.It is not unusual for routers on the Internet to be dealing with hundreds of
thousands of concurrent floftsammel] which require larger caches to accommodate
the lager volume of distinct flow identifier§incelarger caches are necas$y slower
and monetarily more expensive, the design of a caching algorithm must attempt to use as
little memory as possible.

This thesisaddressethe problem of building fastemore compactand more
affordable packetlassification caches by introducittte idea of creating an approximate
cache a cache that stores inexact representations of data instead of the ddtdhtgelf
maintains thexisting semantics arréliability expectations of the networkhis cache

can be used in two different ways. In the first way, it can be used to replace traditional
4



Figurel: Screenshot of a terrairendering Figure2: Underlying rendered geometry

exactprecision caches, trading a very small potential misclassification rate in exchange
for having smaller, faster cach&¥e show that the memory footprint required to support
the same cache hit rate is reduced by nearly an order of magthrittige second, it can

be used to augmetraditional sefassociative cacheallowing them to be accessed more
efficiently. By addinga small fnuchless than 1/10the size) approximate cache in front

of an exact-way set associative cactwe can reduce the amountexfact cachenemory
accessetb servicea cache hiby nearlyl/n. Furthermore, the approximate cache can,
with a probabity near 100%, determine if a query will miss the exact caches@

designs will allow for the construction of faster, more @ctive network devices to

support the high packet rate traffic that is typical of interactive virtual worlds.

1.1.2 Terrain Data Representationand Streaming

One area of rapid growth in online application usage is areas of virtual mapping,
such as Google Earflgearthh and massively muHuser virtual worlds on both desktop
[nielson]and mobile platformfpatro], which also need to render mapping and

geographial data Figurel, Figure2). For these types of applications, the data hed t



users viewing the data are often nol@cated sothe world geometrynustbe delivered

through the network faremoterendering and display. The amount of data that describes

the worl dbés geometry wioldéliveeitincadneldmanrnere net wo
and must be managed in a way that allows the client to receive the data they need to have

a visually pleasing experieneethout overwhelming the network, other applications that

share the network, and other components of the virtual worldatiom The remote

visualization of the virtual environment requires content and netawdce streaming

algorithms to disseminate visualization data to remote viewers in order to provide a time
sensitive highguality rendering for the users of the virtwadrlds.

There is an imperative need for techniques and algorithms that are aware of network
constraints and the limits of human perception. Data that is sent through the network that
exceeds the ability of the viewer to perceive it is wasted bandwidtmaximize the
userd6s virtual terrain browsing experience
to the client shoul d be diidhatasttoesay, visigle t he vi
features should be prioritized before occluded featuresbypebjectsavored over
distant objects and complex data features sent before uniform data. Models and object
geometry should be transmitted in a quadityare manner that allows information to be
transmitted continuously in a compact form that allowents to view data with
progressively increasing quality. This thesis proposes algorithms that use estimates of a
terrainds features and visual i mpact on th

The following are the key observations about the limitationbehetwork and

human perception that guide the design of a-vellaved terrain streaming algorithm:



1. The amount of bandwidth that is available to the terrain streaming algorithm is
limited.
2. Large variations in terrain geometry (such as mountains) areimpogtant than
more uniformgeometry(such as small hills or plains).
3. Terrain near the viewer occupies a larger visual footpndtsnaller variations
in terrain geometry become magnified as they get closer. This means that terrain
geometry near the viewes more important than distatérrain geometry.
This thesis proposes using a modifiedgressivelPEG representation to enhance
the compressibility of terrain dat®y describing the terrain geometry as a height field
and dividing it into fixedareatiles, the data becomes analogous to a-g@le bitmap
image. Thigepresentatiors amenable tdPEGstyle lossy compressidhatallows the
data to be compressed in a way that prioritizes high magnitude frequency data (i.e. cliffs,
mountain peaks, and inclines) andmeritizes low magnitude frequency data (i.e.
plains and flat, featureless ared®y.using a progressive JPEG encayithe terrain
geometry is reorganizedtontiled refinement layers so that the geometry can be
described irvaryinglevels of detail, using a proportionately smaller amount of @ata.
considering the features of the terrain andrédmoteu s e r 6 s t,theseilep oi n
refinement layesare streamed to the remote client so that the refinementtileydrat

will have the most visual impact on the viewer will be sent first.

1.1.3 Distributed Computing for Virtual Worlds
One fast growing area of computer science is the management of distributed virtual

worlds such as Second Life and World of WarcHafticki][rosedale][sl]wow]. An
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Figure3: Screenshot from popular massivetyltiplayeronline game, World of Warcrafgamersbin]

example of such a virtual world is shownFigure3. Because these virtual worlds can
have unbounded size and complexity, it is necessary to develop systems that can
distribute the computing load of managing the virtual world over rsanyer computers
Management of an unbounded dataset is a problem because no single computer can
process the state of the world in a timely fashion. The only way to manage a large virtual
world is to use a distributed system, where the task of managing the virtual world is
divided into smallermoremanageable pieces that can each be processed on a single
computer.

One way taapproachthe problem ofoad balancing large virtualvorld is to
spatially divide itinto regionsmapped to multiple computing resourc€se simple
approach is to divide the world into a regular grakedal¢ (Figure4). While this kind
of structure does successfully manage to divide the world into smaller pieces, it is not an
ideal solution. In a dynamic virtual environment, the computing load is not spread
uniformly throughout the worldivarvello]. This will lead to some regions being mostly

empty, resulting in underutilized computing resources. Some areas will have a high level
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Figure4: Overhead view of a virtuatorld using Figure5: Overhead view of a virtual world using
regular grid spatial subdivision. Circles represe dynamic spatial subdivision. Each rectangular regi
entities/players. is managed by a separate server

of activity, resulting in degraded perform
accommodtethe computingload of theworld simulation Spatial subdivision using
regular grids also makes an assumption about theaviscale of the simulatiofor
example, a regionould consist of one sagare meter, or one square miléis fixes the
expectedscale of the simulation. A grid that is scaled appropriately to simulate an ant
colony will not be scaled appropriately to simulate larger virtual worlds such as a
Disneylandlike theme park.

This thesisaddresssthis problemof load balancing in virtual world systerbg
proposinga distributed server infrastructure usingi@rarchicaldynamic spatial
partitioning system. As the distribution of entities within the virtual world move around
and cluster together, the system dynamically subdivides the virtual sgamgingnore
servers to proas more densely populated ar@agure5). We show that using a simple
bintreestructure is as effective at efficiently distributing the simulation workload as more

sophisticated (but difficult to compute) global knowledge spatial subdivision algorithms.



1.2 Dissertation Overview

The rest of this digstation is organized as follows.

In Chapter 2we discuss improvinthe performancef network deviceby
introducing a novel approximate caching approaclpfoket and flow identification.

Chapter Jresents the designd evaluation cin adaptive virtual terrain streaming
protocol that balances the limitations of the netwanmkldesire for high quality
visualizationto deliverterraingeometryin a progressive, qualitgware and adaptive
manner.

Chapter Zexplores the construction of the sergate systemdr virtual world
simulation By usinga hierarchical space partitioning algorithmdynamically assign
resources in a distributed computing environment, we dessgatem that regood
performance characteristics using realistic knowledge requirements.

Finally, Chapter Ssummarizes the research contribution of this dissertation,

discusses remaining challengasd outlines future research directions.
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Chapter 2 Approximate Packet Classification Caching

As thenumber of hosts and network traffic continues to grow, the need to efficiently
handle packets at line speed becomes increasimglgriant. Packet classifieatiow in-
network devices such as firewd]tgu], edge routers performing priority marking
[stoica] load balancing switcheandnetwork address translatdesgevangjto provide
differentiated service and access to network and host resources by efficiently determining
how packes should be processed. These services require [sdokst classied usinga
set of rulego be applied tgpacketheader informatiosuchas thesource andlestination
address, port numbgrndprotocol type. Theomplexity of the packet classification
problem and its importance in constructing efficient networkddw® a large volume
of work focusing on thelevelopment of more efficient classification algorithms
[feldmann]puptd, especially concentrating on improving address p@i@tching
algorithmg[srinivasai{ waldvoge]. Bloom Filters have also been usedttelerate exact
prefix-matching schemgslharmapurikar]However, the requirements of performing a
full classification on each packet at current line rates can be overwhelpairtigdgd.

To keep upwith network speedsome approachegsort toexpensivehardware
implementations to improve performar{takshmaif xu]. However there does not
appear to be a good algorithmic solution for multiple field classifiers containing more
than two fielddbaboescq].

The evolving demands of online gamiaigdimmersive networked virtual
environmentare also applying pressure to netwddvelopmentThese applications are

latency sensitive and require frequent updates as players and entities in those virtual
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worlds move and interact with the environment anithwach otherThe update packets
in such applicationare typically much smaller in size than more traditional {olata
packetsfurtherincreasinghe packet processing rate demands on networking hardware,
even without increasing overall bandwidth regmentdferreira][feng02].

It has been well established that memory access delaypaoketclassification
speeds. While the lookup algorithm itself can be implemented in hardware, the dynamic
nature of the classifying rules requires that the classidic table be stored in memory
whose access latency limitessification speedue to the inherent latency of RAM
memory access and the need to perform classification lookups at linetheeeds only
sufficient amount of time to perform less than half a dozen memory ac¢emsgwese]
Unfortunately, the best solutions to this problem still require a significantly higher
number of memory accesggsiptal

One effective way to improvdassification lookup speed is to avoid performing full
classification operations by caching classification decisions and iligagpreviously
cached results whenever possible. Whenever a new flow identifier is encountered, a full
packet classification @esion occurs. The result of this classification decision is cached
and the following packets in that flow are classified using the cached values instead of
being classified using the slower packet classification engine. Caching improves lookup
speeds byaking advantage of the temporal locality inherent in network trgdiadfy] .

Unfortunately, packet classification caches must scale up to the total number of
flows and itis not unusual for routers on the Internetdmcurrently handl@undreds of
thousandsof flows [trammel] Because of this, packet classification caches must be

reasonably sized in order to maintain high hit rafég goal of this work is to develop a
12



more scalable packet classification cache, suitable for deploymémt enolving
Internet.

Section2.1explores related work in the area of packet classification and network
caching. Sectiog.2 outlines the argument for using an approximate algorithm in the area
of packet classificatiorSection2.3introduces thdirst approximate algorithm, a Bloom
filter based approach. Secti@ proposes another approximate algorithm, based en set
associative cache framework storing hash digests identifieese algorithms are

experimentally evaluated in Secti@rb.

2.1 Related Work

A classic approach to managipgcketizedlata streams that exhibit temporal
locality is to employ a cache that stores recently referenced iRanketswitched
networks inherently exhibit temporal locality; the arrival of a packet on an Internet link
implies a very high probability of the arrival of another packet with the same flow
identifier [brownlee][feldmann][mccrearyfhompson]

Employingcaches tdake advantage of this temporal localigs been shown to
improve the performangeacket classifier significantly in Internet rout@esn][ xul].
Network cache desigmasborrowed concepts from computer architectlueaét
Recently UsedL(RU) stacks, seassociative multievel cachesljain]. Some caching
strategies rely on CPU L1 and L2 cagpartridgé while others attempt to map the IP
address space to memory address space to use the hardwdohiteB] Another

approach is to add an exptitimeout to an LRU sedssociative cache to improve
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performance by reducing thrashipgi]. In addition to leveraging the temporal locality
observed on networks, approaches to improving cache performance have applied
techniques to compress and cache IP ranges to take advantage of the spatial locality in the
address space of flow identifidhiuel2][gopalan] This effectively allows multiple

flows to be cached in a single cache entry, so that the entire cache may be placed into
small highspeed memory such as a processor's L1/L2 cache.

How well a cache design performs is typically measured bytitate for a given
cache size. Generally, as additional capacity is added to the cache, the hit rates and
performance of the packet clagsittion engine should increase.drsetassociative cache
architectureincreasing the level of associativity Winprove cache performance, but
yields diminishing returns for associativity levels greater toan[li] .

Unlike route caches that only need to store destination address information, packet
classification caches require the storage of full packet headlsrfortunately, due to the
increasing size of packet headers (the eventual deployment ofhitihal), storing
full header information can be prohibitively expensive given the-sged memory that
would be required to implement such a cadhis.beneficial to develop a cache
architecture that can stom@ore information, without increasing the amount of memory

required to support the cache.

2.2 An Approximate Algorithm Approach
Traditionally, cache designs trade off time and space with the goal otbajahe

overall cost and performance of the device. This thesis proposes another axis of the
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design space that has not been previously considered: accuracy. In particular, we
guantify the benefits of relaxing the accuracy of the cache on the costréordhpeace of
packe classification caches.

To understand the implications of developimggproximateacket classification
cache, we must first consider the design semantics diitinmet. The network is
structured as a packstvitched beseffort sevice, meaning that communication between
hosts is divided into packets before being transmitted through the network, with
intermediate nodes in the network providing no gatges about bandwidth availability
or the reliability, integritytimelinessandorder of data deliveryThe responsibility of
ensuring that a data packet is deliveredekegated toheend pointsrather tharthe
networkinfrastructuratself. This simplicity of this design was motivated by a desire to
connect many different networks together, communicating in a single common Internet
Protocol (IP), without requiringny internal changes to any of the distinct networks
connecting to the Internet. Blesigning a protocol that required few guarantees from the
underlying network, it would be possible to connect any type of network (such as
ARPANET, Packet Radio and Packet Satellite) to a common Infésimedr]. While this
philosophy hasedto the wort-wide adoption of IP, this lack of reliability forces the
burden ofdetecting and correcting for network faultsend hosts; the core infrastructure
of the Internet is simple and the edges and end points of the network are intelligent. This
design philosphy is known as the ertd-end principlgsaltzer] In this scheme, since the
end hosts are designeddetect and correct faults, this introduces an opportunity to

employ approximate algorithms within the network infrastructure because any errors
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generagd by the network wilhutomaticallybe rectified at the endpoints of the data
communication.

This chapter explores the design of two styles of approximate caches. Tlse first
explored in Sectio.3, and is based onBloom filter data structure [bloompj model
for optimizing Bloom filte's for this purpose is exploreals well as extensions to the data
structure to support graceful aging, bounded misclassificedtes, and multiple binary
predicatesThis design will yield ptential falsepositive matcheand can store only a
limited amount of information on each flow identifier. This design is appropriate for use
in firewalls or routersThese types of approxirteacaches can provide nearly an order of
magnitude cost savings at the expense of misclassifying one billionth of packets for IPv6
based networks.

The second design is exploreddaction2.4and is based on storing hash digests of
flow identifiers.It is suitable foisituations requiringn arbitrary amount of information
to be stored foeach flow identifier. This design can also be adapted for use in a multi
level cache, using the digest cache to augment a more traditicasksetative cache to
provide improved cache performance without incurring the cost of a probabilistic
misclassifcation. In this scenario, the digest cache is used as a Las Vegas style of
approximate algorithm, where the digest cache will always correctly identify locations in

the cache where a given flow identifier is not staxadyield high-probabilitymatches.

2.2.1 Dealing with Misclassification
Measurement studies have discovered that between 1 in 1100 to 1 in 32000 TCP

packets on the Internet will fail their CRC check, showing that packet corruption has
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occurred, even though lidkyer checksums should only admitag rates of 1 in 4 billion
[stone]. Extrapolating, this means that on average, 1 in 16 million to 1 in 10 billion TCP
packets will contain an undetectable error. With this in mind, we contend that introducing
a packet misclassification probability in theder of 1 in a billion packets will not
meaningfully degrade the utility of the netwolkis the responsibility of the end system
to detect and compensate for errors that may occur in the ndsatider] The
immediate question that arises when weoiduce the possibility of a misclassification is
to account for the result of the misclassifications.

Consider the casef a firewall. If F1, F» ... Fq unique flowswere to sesignatures in
an approximate cachikat matched the signature to a new flé@vwe will accept- @s a
previously validated flowin the case thdt @s a valid flow, no harm is done, even
thoughF @vould never have been analyzed by the packet classifterddfa flow that
would have been rejected by the classification engiee there may be more serious
repercussionsthe cache would have instructed the firewall to admit a bad flow into the
network.This case can be rectified foCP-based flows by forcing all TCP SYN packets
through the classification engin&nothersolution would be to periodically reclassify
packets that have previously been marked as cached. If a misclassification is detected, all
bits corresponding to the signature of the flow id could be zeroed. This approach has the
drawback of initially admittig bad packets into the network, as well as causing flows
which share similar flow signatures to be reclassified.

If an attacker wanted to craft an attack on the firewall to allow a maliciousFlgw,
into the network, they could theoretically constrdews, Fo, F& ... Fg, that would

match the flow signature#f6 | f t he firewall 6s i nternal
17
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this could effectively open a hole in the firewdlb prevent this possibility, internal hash
functions should not be openly adtiged. An additional measure would be to randomly
choose the hash functions that the firewall useshfunctions can easily be changed
periodically as the caclages, as there is no need to synchronize the hash function with
any external host.

In the cae of a router, a misclassified flow could mean that a flow is potentially
misrouted, resulting in an artificially terminated connection. In a practical sense, the
problem can be corrected by an application or user controlled retry. In the case of UDP
andTCP, a new ephemeral port would be chosenstructing a new flow identifieand
network connectivity can continuk.an approximate cache has misclassified a previous
flow, it will have no impact on the classification of the new fldwe network is a&o
designed to atomically guard itself from errors. For example, if the misclassification
results in a routing loop, the network already protects itself from this error by using the IP
time-to-live counter (TTL).If we randomly force cached flows to bedlassified, we can
reduce this fAfatal 6 er r candapplicatodeval WDPs i e nt
error handlersvill make this failure transparent to the user.

Realtime update packets that are characteristic of online gaming and networked
virtual worlds are performed with UDP packets for atency signallindferreirg

[feng03. These protocols are already designed to be resilient to packet loss.
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2.3 Approximate Algorithm 1: Bloom Filters

A Bloom filter is a data structure that allows a quick, dppproximate test, to see if
an identity x, is a member of a se&d[bloom]. This approach may generate false positives
T a Bloom filter may incorrectly report that afentity, x, is a member of the setout a
Bloom filter will never generate falseegativesThe Bloomlfilter is a very spacefficient
data structure, which makes it an attractive -g¢étacture from which to construct a
cacheBloom filters were originally invented to store large amounts of static data
(hyphenation rules on English wes), but have found applications in computer
networking[baboesclimitzenmachdr Applications range from wetache sharindfan]
to active queue manageméigng to IP tracebacksanchezfncerer] to resource
routing[byers]lczerwinsk].

TheBloom filter data structuresed in this chapteonsists oM = N x L bins. (Each
bin consists of one bit.) These bins are organizedliméwels withN bins in each level,
to createN" virtual bins (possible permutations). To interact with the Bloom filter, there
areL independent hash functions, each associated with one bin level. Each hash function
maps an element into one of tdins in that level. For each element we enter into the
Bloom filter, we compute thke hash functionand set all of the correspondibins to 1.
To test membership of any element in our Bloom filter, we compute tiash functions
and test if all of the corresponding buckets are set to 1Fi§ase6 for an exampleThis
approach may generate false positivesBloom filter may incorrectly report that an

element is a member of the &t
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Figure6: An example: A Bloom filter witiN=5 bins and_.=3 hash levels. Suppose we wish to insert
elemente.

For optimal performance, each of théashfunctions,H;, Hé H, should be a
member of the class of universal hash functioaster] That is, each hash function
should distribute elementsevenlyoy t he hashdéds address space,
function'OdQC p8 (i , the probability of collisiolO ¢ O whd @, is1N.In
practice, weonly computeone hash functioipdQ® p8 0 , for each insertion/query
operationand simply use different portions of the resulting hash to implemehthhsh
functions.

This definition of a Bloom filter differs slightly from the classical definitjbloom],
where each of thke hash functions can address all of it buckets. his definition of
the Bloom filter is often used in current designs due to potential parallelization gains to
be had by artificially partitioning memoffeng]. It should be noted that this approach
yields anegligibly worse probability of false pdsresunder the same conditiobsit an

equal asymptotic falspositive ratgbroder]

2.3.1 Properties of the Bloom Filter
In order to better design and understand the limitations of our architecture, it is

important to understand the behavioral properties of a Bfdtan In particular, we are
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interested in how the misclassificatiprobabilityand the size of the Bloom filter will
affect the number of elements it can store.

A Bloom filter storingk elements has a probability yielding a false positive of

o k ~L
p=8-{- 1/ 8 (1)
For our purposes, weead to know how many elemenitswe can store in our bloom

filter, without exceeding some misclassification probabifitySolvingfor k yields

In(1- p**
c="nd-p) 2)
In(1- IN)
To simplify this equation, we apply tl@proximatiorp pf0 Q 7 .So
constructingl  Q

In@@- p*")
k=——"—*~
In(e¥M)
=-NIn(1- p*") (3)
M

=- —In(1- p**
Ln( p*)

From EquatiorB it is clear that the number of elemendsthata Bloom filter can
support scales linearly with the amount of memdryThe relative error of this
approximationg/k, grows linearly with thenumber of hash functiorls and decreases

with increasingM. For the purposes of our application of this approximationyelative

error is negligible(For M 01024 bytes ant O50, the relative error is less than 0.35 %.)

Note that solving fop in this equation yields the more popular expresfiovader,

fan, snoeren]
p:(l- g M )L (4)
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2.3.2 Dimensioning the Bloom Filter

Bloom filter design was originally motivated by the need to sépedtchecking
dictionaries in memory. The underlying design assumption is that the intent is to store a
large amount of static data. However, this assumption is not applicable when dealing with
dynamic data, such as network traffic. Previous work has attempted tostbmen
Bloom filter such that the misclassification rate is minimized for a fixed number of
elementgbroder]

To apply Bloom filters to the context of driving a cache, we prefer to maximize the
number of elementsthat a Bloom filter can store, without@eding a fixed maximum
tolerable misclassification ratp, To maximizes as a function ok, we first take the

derivatived a L, skt it to 0, and solve farto find the local maximum.

dk _ d am Q

—=—g—In(1- p**

dL dLgL nid-p )9

% M wy. Pinp g
L2 %1( L(1- p]/L)f;3

%‘( ) p*“Inp @ )
P L(1 ]/L)ﬁ

L
0=In@- ptty- PP

L@- p*)
Now suppose a=p**, soL=Inp/Inu.

=In(L- u)- uln p
(In p/Inu)(1- u)
ulnu

=In(1- u)-

(1-u) - v (6)
ulnu=(1- u)In(1- u)
u' =(1- u)*"
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Figure7: The maximum number of elements that can be stored by a 512KB cache

Sincep/ [0, 1] thenu{¥ [0, 1], u only has one solutiom = ¥2, which means is
maximized for

L=-Inp/In2=-log, p (7)
This is an interesting result, because it implies lthatinvariant with respect to the size
of the Bloom filter, M.

Theaccuracy of this approximation increased/ascreases. In our testing, for
cache sizes greater than 1KB, this approximation yields no error. In all the simulations
presented in thishapter this approximation and the optimal valud_adre equal. Eveit
we choose a slightly stdptimal value ot the difference in the maximum number of
flows the Bloom filter can store is negligibleigure7 graphs this relatiomsp. For values
of L that are near optimathe number of flowsk, that the Bloom filter can store are

nearly identical.
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Figure8: The tradeoff between the misclassification probabilipy,and the maximum number of
elementsk, using optimum values af.

Figure8 graphs the relationship betwegandk. We can see that the relationship is
roughly logarithmic. This approximation serves as a good guide for ranges of two orders
of magnitude or less.

A less obvious implication of this approximation is the relationship between the
amount of memoryM, the number of elements, and the probability of a false positives,

p. Since the optimal choice &fis asymptotically invariant with respecthth ands is
proportional tdk, we can assert thiis linearly related td/1. A visual representation of

this relationship is depicted Figure9. Note that a Bloom filterache with a

misclassification rate of one in a billion can store more than twice as many flows as an
exact IPv4 cache, and almost 8 times as much as an exact IPv6 cache. (Each entry in an

exact IPv6 cache consumes almost 3 times as large as an IPvihaitimyg).) The
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Figure9: The relationship between the amount of membtyand the maximum number of element:
(flows), k that can be stored while maintaining a given misclassification probability

effective storage capacity of the Bloom filter decreases logarithmically with the
misclassification rate.
It is also important toecognize thatvith this scheme, it is possible to store mixed
IPv4/IPv6 traffic without making any major changes to our design.
To summarize:
1 The optimalvalue ofL is invariant with respect to the size of the Bloom filter,
M.
1 kandp are roughly logarithmically related.

1 kis linearly related toJ.

2.3.3 Multiple Predicates
There are a number of applications where multiple binary predicate data may be
useful in n a packet classification cache. For example, in the case of a router, the

forwarding interface for must be stored along with the flow identi@en. first extension
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Level 1 Level 2
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Figure10: An example: A modified Bloom filter with 5 buckets and 2 hash leweigporting a router wit
8 interfaces. Suppose we wish to cache a #akat gets routed to interface number 2.

to the Bloom filter is to extend its storage capability to a multiple binary predidate da
structure We propose a modification to our existing algorithm that allows us to store
multiple binary predicateshile preserving the desired original operating characteristics
of the Bloom filter cache.

Consider a router withinterfaces. This is af@gous to a data structure that recdrds
binary predicates. To store this information, we will construct a cache compdsed of
Bloom filters.Suppose we are caching a flasythatshould be routed to th¥# interface.

We would simply insereinto thei™ Bloom filter in our cacheTo query the cache for the
forwarding interface number of floe; we will simply need to query dllBloom filters.

If eis a member of th&" Bloom filter, this implies that flove should be forwarded

through thé™ interface. If eis not a member of any Bloom filtexhas not been cached.

In the unlikely event that more than one Bloom filter clagas a member, we have an
ambiguous result. One solution to this problem is to treat the cache lookup as a miss by
reclassifyng e. This approach preserves correctness while adding only minimal operating
overhead for the small fraction of packets for which this will occur.

The probability of misclassificatiom, with this algorithm is
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p=1- fi- |- - wniy]) (8)

Solving fork ,@he maximummumber of flows this approach can store, we find

i ©

Using the same technique discussed earlier in Seztgwefind t hat k& i

when

e nfL- (- p)') 0
n(2)

The proposed extension to the Bloom filter cache requires increasiagthatof
memory accesskby a factor ofl. As will beshown in Section2.5.3 additional memory
accesses can incserious performance penaltyowever, by aking advantage of the
memory bus widttand fetching buckets from multiple Bloom filters simultaneoasly
eadly mitigate this disadvantag&igurel0).

Consider a Bloom filter in which each bucket can store a pattdrhitsf where bit
represents interfadeWhen adding a packet to the bloom filter, we would only upoiate
i of each bucketWhen querying the modified Bloom filter for a flog, we will take the

results from each level of the bloom filter, aAND the results.

2.3.3.1 Multiple Predicateswith Non-Uniform Distributions
Theequations presented earlier in SecoB.3assume that elements are evenly
distributed over the multiple binary predicates. If the elemard not evenly distributed,

our modified Bloom filter can become polluted in a short amount of time.
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Level 1 Level 2
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Figure11: As before, supose floweis to be forwarded to interfacd Now, let us suppose thhitfe) = 3.
Soj = (i+H ¢)) modI=(2+3) mod 8 =5

For example, suppose a router thapportsl6 interfaces (binary predicates), using
1KB of memory and a misclassification probability of9.df flows are distributed
evenly over the interfaces, this configuration can support 167 elements. Conversely, if
90% of flows set the first predicate, i
filter.

To compensate for this deficiensypposa newhashing functionGgQ° 18 O
p,andlefQ "Q 'O Q I | A Instead of setting bitin a Bloom filter, we will set bit
J (Figurel11l). This approach ensures that set bits are uniformly distributed throughout the

cache, even when the elements are not evenly distributed.

2.3.3.2 Multiple Predicates Compared With Single Predicate Bloom Filters
It is important to examine how the multighnary-predicate Bloontache compares
to the singlepredicate casé\s discussed previously, the sindlid Bloom filter cache
can store a maximuwr |l OF0T T 7 . Foran optimized choioef 0
1 BTl t, abecomes

_Min(2)

_ -In2/Inp
n(py o P Y

max
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Themaximum number of flows the modified multit Bloom filter can store is

iftp p p ™’
Qe —— (12)
I Ip 07%0

Applying the approximatiop pf0  Q 7 we find
Ileel,)o—iip PP r‘]TT (13

WhenL & optimizedjs becomes

01 ¢ .

s 7
lee iippr‘]TIIpppn (14)

where

[
Ilp p 7

) (15)
Immediately, we can see that the two approaches are still linearly relatedote here
thatl andp are constantshis is an important property, because it means that our
proposed algorithm preserves the betiaof the single binary predicate cache.

To better determine the relative performance of the multiple binary predicate and the

singlebinary-predicate cache approaches, we take the difference in the maximum

number of flows that each design will accommodate.

I lee S o T TT (16)
ForiL p, p 1 7 ep nNTOgiving
o1t I fo
I lee T T o (17)
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Figure12: Comparison of storage capacity of varionglti-predicate Bloom filters
If I is not very big, as is the case when considering the number of interfaces of a
router (for reference, a Juniper T640 routing node has 160 interfaces) théyl 1 1Q

we can approximate by

—
I
—_)
@)

I e f:; < © b | (18)

[ I h n I f
This is an overestimatd the difference. So, we can say that, at worst, this approach
scales logarithmically with (for M andp constant).
It is surprising how effective this approach is. The algorithm does not pollute the
Bloom filter by setting bits any more than the sirgleapproach. However, it is slightly
more susceptible to contamination because each membership query examinets,

as opposed to tHebits of the single binary predicate Bloom filter.
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Figure1l2 compares the difference in the maximum number of flows that can be
stored by a multpredicate Bloom filter cache. The number of flows that a multiple
predicate Bloom filtecan store decreases logarithmicaigh thenumber of binary
predicates.

Note that the multpredicate solution is a superset of the sipykedicate solutioi

settingl to 1yieldsthe equations presented in Sect®3.1

2.3.4 Bloom Filter Aging

This second extension to the Bloom filteddsthe ability to evict stale entries from
the cache. Bloom filters were originally designed to store digests of large amounts of
static datd adapting this algorithm to gracefully evict elements is required to use this
data structure meaningfully in a dynamic environment such as the Internet.

The first step towards developing an algorithm to age a Bloom filter is to decide how
mud information has already been stored in the cache. A simple method of deciding
when the cache is full is to choose a maximum tolerable misclassification probability,
Whenthe instantaneous misclassification probability exceeds this congiaithanecous
p), we consi der t he.W.taocalulaftpiisdnidedyusing be Af ul |
different means. Lety, ¥, ... ,¥ be the fractions of buckets of each level of the Bloom

filter that are set. The probability of misclassificatiersimply the product of 6 .s

0 1 (19

This method will accurately estimate the misclassification probability. The drawback to

this approach is that it will require counting the exact number of bits we set, complicating
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later parallel access implementations of this algorithm, as well as axiliatpl per
packet floatingpoint operations.

We can devise a simpler estimatéPafsciassiicationthat does not involve precise bit
counting, nor global synchronization, by applying knowledge of the properties of the
Bloom filter discussed earlier. Wergply needto count the number of flows that we
haveinseredinto our Bloom filter. So our estimate of the misclassification probability
becomes

0 p p pIo (20)
Reversing this equation, and solving kggxwe get
Q 11g 07 11@ plo (21)

This estimate also provides the benefit of simplicity of calculdtifboating-point
arithmetic is no longer required during rumé(sinceP, N, L are constanf)only an
integer comparisork( & kmay. Additionally, it becomes easier to gauge the biinaf
the cache k @hcreases proportionally with the number of new flows we observe.

With this information, it is now possible toglgn an aging strategy for the Bloem

filter cache.

2.3.4.1 Bloom Filter Aging: Cold Cache Approach

This naive approach to the problem of Bloom filter aging involves simply emptying
the cache wheneverh e Bl oo m f i l0({Tkemaibhaa\adagets tregiution | |
is that it makes full use of all of the memory devoted to the cache, as well as offering a
simple implementation while maintaining a fixed wecase misclassification

probability.
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The disadvantages, however, are quite drastic when consideriogntiest of a
high-performance cache:
1 While the cache is being emptied, it cannot be used.
1 Immediately after the cache is emptied, all previously cached flows must be re
classified, causing a load spike in the classification engine.
1 Zeroing out the cachmay cause a high amount of memory access.
This approach mainly serves as a reference point to benchmark further algorithm

refinement.

2.3.4.2 Bloom Filter Aging: DoubleBuffering

If we partition the memory devoted to the cache into two Bloom filters, an active
catde and a warrup cache, we can more gracefully age our cache. This approach is
similar to the one applied in Stochastic Fair Hlieag]. The basic algorithm is given in
Figurel3. The goal of this approach is to avoid the high number of cache misses
immediately following cach#ush, which occurs when the cache is fatid older, stale
entries must be evicte®y switching to a background cache, we can start from a
Awmedupo state. This approach can be though
approximation of LRU.

However, this approach also has its drawbacks:

1 Doublingthe memory requirement to store the same number of concurrent flows,

as compared to the cetihche case.
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when a new packet arrives
if the flow id is in the active cache
if  the active cache is more than % full
insert the flow id into the warm - up cache
allow packet to proceed
otherwise
perform a full classification
if the classifier allows the packet
insert the flow id into the active cache
if the active cache is more than % full
insert the flow id into the warm - up cache
allow packet to proceed
if the active cache is full
switch the active cache and warm - up cache
zero out the old active cache

Figure13: Pseudocode for doublauffer aging algorithm for Bloom filters

1 Zeroing out the expired cache still causes a load spike in the use of the memory

bus (although it is a smaller spike). This can be partially mitigated by slowly

zeroing out memory.

1 If the instantaneous number of concurrent flokyg; is greater thaknay this

system will observe severe thrashing. Spikes in cache miss rates may be observed

whenevekinst > knax/ 2, depending on flow duration apecketinter-arrival

rates

1 Thesimplest naiveimplementations of this algorithm willouble the number of

memory accesses required to store a new flow. This performance loss can be
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recovered by memory aligning the two bloom filters, so that fetching a word of

memory will return the bit states of both Bloom filters.

2.4 Approximate Algorithm 2: Digest Caches

In thissection we propose the notion of digest caches for efficient packet
classificaton. The goal of digest cachisssimilar to Bloomfilter cachegproposed in
Section2.3; it trades some accuracy iflow identificationin exchange for increased
performance.

There are two primary limitations of this Bloom filter cache design. First, each
Bloom filter lookup requiredl independent memory accesses, wineire the numbr of
hash levels of the Bloom filter. For a Bloom filter optimized for a 1 in a billion packet
misclassification probabilityN=30. Second, no mechanism exists to recover the current
elements in a Bloom filter, preventing it from using efficient caepéacement
mechanisms such as LRU.

Digest caches, however, allow traditional cache managegmoéaies tobe
employed to better manage the cache over time. Instead of storing a Bloom filter
signature of a flow identifier (source and destination IP addse& ports and protocol
type), it isonly necessary to store a hash of the flow identifier, allowing for smaller sized
cache entrieslhis idea isextenekdto accelerate exact caching strategies by building
multi-level caches with digest cachasSection2.4.4

Network cache designs typically employ simple set assoeiaash tablegsnidea

that borrowed from traditional memory managensstemslesign The go&of the
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network caches to quickly determine the operation or forwarding interface that should
be used, given the flow identifier. Hashing the flow identifier allows traditional network
processors to determine what operation or forwarding interfacédshewsed while
examining only dew of entries in the cachédne significantimitation of exact match
caches for flow identifiers is the need to store large flow identifiers (e.g. 37 bytes for an
IPv6 flow identifier) with each cache entiyhis limitsthe number of flowshat can be
stored in a cachandincreases the time necessary to find information in the cache.

The most important property of a digest cache is that it stores only a hash of the flow
identifier instead of the entire flow identifieFhe goal of the digest is to significantly
reduce the amount of information stored in the cache, in excli@angesmall amount of
error in cache lookupfigestcaches can be used in two ways. First, they can be used as
the only cache for the packet ddger, allowing the packet classifier caches to be small.
Second, they can be used as an initial lookup in an exact classification scenario. This
allows a system to quickly partition the incoming packets into those that are in the exact
cache and thoséat are nqgtas well as identifying likely match locations in the exact
cache.

Digest caches are superior to Bloom caches in two V&g, ache lookups can be
performed in a single memory access. Second, &lew direct addressing of elements,

which can be used to implement efficient cache eviction algorithms such as LRU.

2.4.1 Dimensioning the Digest Cache
The idea ofa digest cache is tompmrecompacthashed flow identifiers to match

cached flowsinstead of comparinte largerfull flow identifiers. In asensethis scheme
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trades the accuracy athe cache for a reduced storage requirem@athe memory is

partitionedin a similar manner ta traditional, seassociative cache. Wheimensioning
thesetassociativeeache, we need to decide what leveassociativity to usePrevious

work has demonstrated that higher cache associativity yields better cacktesit

[jain][li] . However, unlike a traditional exact set associative cacliee case of the

digest cache, an increase in the degree otagsoty must be accompanied by an
increase in the size of the flow identifie
probability of collision.If the digest is &-bit hash, and we havedaway set associative

cache, then the probability of cache misitigcation is

.

I (22)
Equation22 can be described as follows: Each cache linaleadries, each entry of
which can take 2values. A misclassification occurs whenever a new entry has
coincidentally the same hash value ag af the existingl entries. We must employ a
stronger hash to compensate for increasing collision opportunities (associativity).

Figurel4 graphs the number of flows that avay set associative can store,

assuming different misclassification probability tolerances. The maximum number of

addressable flows increases linearlyhwtie amount of memory and decreases

logarithmically with the packet misclassification rate.

2.4.2 Theoretical Comparison of Bloom Filters with Digest Caches

To achieve a misclassification probability of one in a billion, a Bloom filter cache
must use 30 indepdent hash functions to use memoptimally. This allows us to store
a maximum 0KyoomcacheflOWS in our cache,
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whereL = 30, the number of hash functioh, the amount of memory in bits, apdthe

misidentification probability. To directlgompare thisvith a digest cache, the maximum

number of flows that our scheme can store, independent of the associativity, is given by

Q X (24)

wherethe required number of bits in the digest function is given by
o di@nod (25)
This relationbetweerkpioomecache@NdKgigestdependent op, the misidentification
probability andd, the desired level of cache set associativity.
Figurel5 compares the storage capacity of both caching schemes. Both schemes
linearly relate storage capacity to available memory, buintp®rtantto note tha
simply storing a hash is more than 35% more efficient in terms of memory use than a

Bloom filter, for this application. One property that makes a Bloom filter a udefal
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Overview of Digest Cache:

Cache Line0 { entry0 entry 1 entry 2 entry 3
Cache Line 1 ]

1
1
1 J N 1
1 - 1 ~ h

entry 4 entry 5 entry 6 entry 7

Contents of cache -~} =

Figurel6: An overview of 64KB 4way set associative digest cache, with a misclassification probabili
1 in a billion. This cachservices a router with 16 interfaces.

structureis its ability to insert an unlimited number of signatures into tha staticture,
at the cost of increased misidentification. However, since we prefer a bounded

misclassification rate, this property is of no use to the solution to our problem.

2.4.3 A Specific Example of a Digest Cache

To illustrate the operation of a digest cactve will construct an example
application of a digest cach@onsidera router with 16 interfaces and a set of
classification ruleswWe begin by assuming that we have 64KB of memory to devote to
the cache and wish to have-avdy associative cache thasha misclassification
probability of one in a billionThese parameters can be fulfilled by ad32digest
function, with 4 bits used to store géww routing information. Each cache entry is then
36 bitslong, making each cache line 144 bits (18 byté4KB of cache memory
partitioned into 1&yte cache lines, gives a total of 3640 cache lines, which allows our
cache to store 10920 distinct entries. A visual depiction of this cache is givgure

16.
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Now, consider a sample trace of the cache, which is initially empty. Suppose 2
distinct flows,A andB.
1. Packet 1 arrives from flow.

a. The flow identifier ofA is hashed té1;,(A) to determine the cache line to
look up That is,H;is a map from flow identifier to cache line.

b. Ais hashed again td,(A) and compared to all four elements of the cache
line. There is no match. The resu(A), is the digest of the flow
identifier that is stored

c. Ais classified by a standard flow classifier, and is found to route to
interface 3.

d. The signaturéi,(A), is placed in cache lind,(A), along with its routing
information (Interface 3)

e. The packet is forwarded through interface 3.

2. Packet 2 arrives from fle A.

a. The flow identifier ofA is hashed téd1(A) to determine the cache line to
look up.

b. Ais hashed again td,(A) and compared to all four elements of the cache
line. There is a match, and the cache indicates the packet should be
forwarded through interface 3.

c. The packet is forwarded through interface 3.

3. Packet 3 arrives from flos.
a. The flow identifier ofB is hashed td#d1(B) to determine the cache line to

look up. CoincidentallyHi(A) = Hy(B).
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b. Bis hashed again td,(B) and compared to all four elements of the cache
line. CoincidentallyH»(A) = Hz(B). There is a fals@ositive match, and
the cache indicat the packet should be forwarded through interface 3.
The probability that this sort of misclassification occurs is approximately
4/2% 4 10°.
c. The packet is forwarded through interface 3.
In the absence of falggositive matches, this scheme behaaxctly as a 4vay set
associative cache wittbh60entries (3640 cache line$)sing an equivalent amount of
memory (64 KB) a cache storing IPv4 flow identifiers will be able to store 4852 entries
(1213 cache linespnd a cache storing IPv6 flow idergifs will be able to store 1744
entries(436 cache lines)
The benefit of using a digest cache is#otal. First, it increases the effective
storage capacity of cache memory, allowing the use of smaller, faster memory. Second, it
reduces the memory bandwhdequired to support a cache by reducing the amount of
data required to match a single packetintuition and previous studies would indicate, a
larger cache will improve cache performafje@][lij[partridge]. To that end, in this
example, the deplogent of a digest cache would héatie effect of increasing the

effective cache size by a factorlzdtweer3 and8.

2.4.4 Exact Classification with Digest Caches
Digest caches can also be used to accelerate exact caching systems, by employing a
multi-level cachgFigurel7?). A digest cache is constructed, in conjunction with an exact

cache that shares the same dimengionsumber of cache lines and set associativity)
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Figurel7: A multi-level digestaccelerated exact cache. The Digest cache allows filtering potentia
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A c-bit, d-way set associativdigest cache implemented in a sequential memory

access model will be able to reduce the amotiekact cache memory accessed (due to

cache misses) by a factor of

p

q

(26)

erar

while the amount of exact cache memory accessed by a cache hit is reduced by a factor of

)

Q

Q p

Q

(27)

The intuition behind Equatio®?7 is that each cache hit must access the exact flow

identifier, while each associative cache entry has an apoasability of 2°. Note the

digest cache allows for multiple entries in a cache line to share the same value because

the exact cache caasolve collisions of this typ&ncethis application relies on hashing

strength only for performan@celeratiorand not for correctness, it is not necessary to

have as strong a misclassification rate.
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Trace Length 3600 s Trace Length 3600 s
Number of Packets 974613 Number of Packets 15607297
UDP Packets 671471 UDP Packets 10572965
TCP Packets 303142 TCP Packets 5034332
Number of Flows 32507 Number of Flows 160087
Number of TCP Flows 30337 Number of TCP Flows 82673
Number of UDP Flows 2170 Number of UDP Flows 77414
Avg. Flow Length 23.2654 s Avg. Flow Length 10.2072s
Avg. TCP Flow Length 13.8395 s Avg. TCP Flow Length 11.2555s
Avg. UDP Flow Length 155.041 s Avg. UDP Flow Length 9.08774s
Longest Flow 3599.95 s Longest Flow 3600s
Avg. Packets/Flow 29.9816 Avg. Packets/Flow 97.4926
Avg. Packets/TCP Flow | 9.99248 Avg. Packets/TCP Flow | 60.8945
Avg. Packets/UDP Flow | 309.434 Avg. Packets/UDP Flow | 136.577
Max # of Concurrent Flow{ 268 Max # of Concurrent Flow{ 567

Tablel: Bell Labs research trace Table2: OGI OG3 trace

A multi-level 8bit 4-way set associative digeastceleragd cache will incur a-byte
first level lookup overhead. However, it will redusecondevel memory acces=st of
an IPv6bit cache miss lookp from 148 bytes to 37.4 bytes, and a cache missupok
from 148 bytes to .6 bytes. Assuming a 95% hit rate, the average cost of cache lookups is

reduced to 4 bytes difst level cache and 35.6 bytessgfcondevel ache.

2.5 Performance Evaluation of Approximate Caching Strategies

Two network traces were useddaaluate the effectiveness of the proposed caching
strategies. Each of the two datagefsresents onehour network trace. The first of the
datasets was collected by Bell Labs research, Murray Hill, NJ. This dataset was made
available through a joint project between NLANR PMA and Internet Traffic Research
Group[bell]. The trace was from a 9 Mb/sHkinconsisting only of IP traffic, serving a

staff of 400 people. Theecond trace was a namonymized trace collectedtae OGI
43



Figure18: Numberof concurrent flows in test data sets

OC-3c link. Thislink connects with Internet2 in partnership with the Portland Research
and Education Network (PREN). Thisce captured a portion of an active Hiiié game
server(an example of an interactive virtual worlthose activity is characterized by a
modeate number (~20) of lonlived small high packetateUDP flows.Tablel and

Table2 present a summary of the statistics of these two datasets. A graph of the number
of concurrent flows ishown inFigure18. The Bell trace is much smoother, while the

OGl trace contains roughtyice as many concurrent flows.

For the purposes of our analysis, abiectional flow is considered as 2 independent
flows. A flow begins when the first packet bearing a uniciiepie (source IP address,
destination IP address, protocol, soyvoet, destination port) arrives thte node. A flow
ends when the last packet is observed, or after a 60 second timeout. This number is
chosen in accordance with other measurement stiiché=gh] and observations in the

field [lannaccone][mccreary]
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